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Abstract

Motion planning in the most general sense is an optimization problem with a single
elusive best solution. However attempting to find a single answer isn’t often the most
desired approach. On the one hand, the reason is theoretical - planners often get trapped
in local minimas because the cost function has many valleys or dynamics are too com-
plex to fully exploit. On the other hand, there are many practical deterrents - unmapped
obstacles might require the system to switch quickly to another plan, unmodelled dy-
namics can make a computed plan infeasible, or the system may have a human-in-loop
who has a vote in the decision process. In situations where the current plan is no longer
desirable, a new plan has to be planned. The re-planning time induces a reaction la-
tency which might result in mission failure.

We advocate the use of alternate routes (AR), a set of spatially different, locally
optimal paths, as a powerful tool to address several of the afore-mentioned issues. By
enforcing the routes to be spatially separated, appearance of unexpected obstacles has
less chance of rendering all trajectories to be infeasible. In such cases, alternate routes
act as a set of backup options which can be switched to instantly. This reduces reaction
latency allowing the system to operate with a lower risk.

This paper presents an algorithm, RRT*-AR, to generate alternate routes in real
time by making tradeoffs in exploitation for exploration, precision for speed and lever-
aging assumptions about the vehicle and environment constraints. In the case of emer-
gency landing of a helicopter, RRT*-AR outperformed RRT* by providing the human
280% more flight paths 67% faster on average. By planning multiple routes to potential
landing zones, the planner was able to seamlessly switch to a new landing site without
having to replan.

I





Contents

1 Introduction 1

2 Problem Formulation 2

3 Previous Work 3

3.1 Alternate Routes in a Grid Planning Scenario . . . . . . . . . . . . . 3
3.2 Rapidly Exploring Random Graph . . . . . . . . . . . . . . . . . . . 4
3.3 Proof of Asymptotic Optimality of RRG . . . . . . . . . . . . . . . . 4
3.4 Optimal Rapidly Exploring Random Trees . . . . . . . . . . . . . . . 6

4 RRT*-AR 6

4.1 Alternate Routes in a Continuous Sense . . . . . . . . . . . . . . . . 8
4.2 Equivalence Class . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
4.3 Proof of Asymptotic Optimality with Equivalence Class Constraint . . 11
4.4 Cost Approximation . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
4.5 Proof of Asymptotic Optimality for Cost Approximation . . . . . . . 17
4.6 Examples of Cost Approximation . . . . . . . . . . . . . . . . . . . 18

4.6.1 Optimistic Cost . . . . . . . . . . . . . . . . . . . . . . . . . 19
4.6.2 Pessimistic Cost . . . . . . . . . . . . . . . . . . . . . . . . 19
4.6.3 Conditions for Asymptotic Optimality . . . . . . . . . . . . . 20

4.7 Directed Near Neighbour Lookup . . . . . . . . . . . . . . . . . . . 21
4.8 Example Scenario of Unsymmetric Lookup . . . . . . . . . . . . . . 21

4.8.1 Lookup that Guarantees Better Convergence . . . . . . . . . 21
4.8.2 Lookup that has same Computation Time . . . . . . . . . . . 25

4.9 Reusing the Search Tree . . . . . . . . . . . . . . . . . . . . . . . . 26

5 Results 27

5.1 Test Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
5.2 Alternate Routes Performance . . . . . . . . . . . . . . . . . . . . . 27
5.3 Acceleration Performance . . . . . . . . . . . . . . . . . . . . . . . 28
5.4 Reusing the Tree . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

6 Conclusions 30

III





1 Introduction

A planning problem is represented as a cost minimization problem, with or without
constraints, where the cost represents the problem that is required to be solved. Once
framed, however, attaining the solution maybe be non-trivial. A reason is that the space
of solutions is continuous and multi-dimensional, the cost function is often non-convex
and a solution is required in real-time. Depending on the application, various solution
methods exist (Lavalle et al.[1]) that leverage the constraints of the problems, the qual-
ity of solution required and the time of delivery of the planner. However, declaring a
single solution as optimal might be misleading. There are three main reasons behind
this.

Firstly, to compute trajectories within a realistic time frame, planners usually use
an approximated dynamical model of the system. If the resultant solution is used to
forward simulate with the entire dynamics, the actual path might have a larger ex-
pected cost or in the extreme case might not be feasible. Secondly, planners which
tend to discretize the world arrive at optimal solutions up to a certain resolution. Using
these plans as initial guesses and performing continuous perturbation based optimiza-
tion might lead to far lower costs. Thirdly, sampling based planners take time to fully
explore the solution space, even though they might have discovered paths in the ho-
motopy of the absolute optimal solution. These reasons indicate that if the planners
had more initial guesses to what they might think is optimal, using a optimizer as post-
processing step might yield better costs.

In practical applications, the need for several alternate routes presents a strong case.
The planner is limited by the sensor range of the vehicle and prior knowledge about
the environment. On discovering unmapped obstacles, a new optimal plan has to be
computed immediately. Imminent collision can also be prevented if the system had
backup plans which are unaffected by the obstacle. In less extreme conditions, unmod-
elled dynamics and environmental factors might prevent the vehicle from staying on
a plan. In such cases, having alternate routes makes the process easier for searching
for alternative solutions. Another major practical reason for having a set of interesting
solutions is that a vehicle may have a pilot on board who participates in the decision
making process. Providing him good alternatives helps him make a better decision
when he might not agree with the optimal solution computed.

In summary, the main contributions are

• definition of an algorithm to provide alternate routes as a solution to an optimiza-
tion problem.

• acceleration of the algorithm by leveraging allowable variation in optimum cost
and by leveraging differential constraints of the vehicle.

• re-using the algorithm over many planning cycles to increase robustness of sys-
tem.

• providing proofs of asymptotic optimality guarantees of the algorithm.

In Section 2 we formulate the optimization problem and define AR. In Section 3 we
discuss previous work on AR and the foundations of the RRT* algorithm. In Section 4,
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Figure 1: Alternate Routes for safe landing after engine failure. This example shows
a set of potential engine-out trajectories for a Bell 206 using the proposed RRT*-AR
algorithm. The paths were calculated from a registered dataset from prior elevation
maps, point cloud, and image data collected onboard the aircraft.

we present the RRT*-AR algorithm as components building upon the RRT* algorithm
to generate AR. We provide proofs and illustrations along the way. In Section 5 we
present results on both quality and speed of AR for simulations in mountainous regions
and conclude in Section 6 with the possibilities of future work.

2 Problem Formulation

We express the planning problem as an optimization minimizing a risk, and solve for
AR. This can be expressed as

find : σ∗ = (x(t), u(t))
minimize : J(x(t), u(x, t), tf )
constraints : ẋ = f(x(t), u(x, t), t)

x(0) = x0, x(tf ) ∈ XLZ

g(x(t), u(t), tf ) ≤ 0
return :

�∗ = {σ∗} ∪ {σi} ∀i = 1, 2, 3, . . .

(1)
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where x(t) is the state of the vehicle and u(t) the action, x0 is the state at which
engine failure occurs, XLZ is the set of allowable landing zones, J is the cost function
representing the desire to minimize risk, g is the set of environmental and vehicle
constraints, σ∗ is the optimal path and Σ∗ is the set of AR.

Abraham et al. [2] describe AR as a set satisfying the following conditions:

1. J(σi ∩ {σ0 ∪ · · · ∪ σi−1}) ≤ γJ �σ∗� (Limited Sharing of new alternative and
previous alternative paths)

2. σi is T -locally optimal for T = αJ(σ∗) (Local Optimality)

3. J(σi) is (1 + �)J(σ∗) (Uniform Bound Stretch)

These conditions are sufficient to express the essential nature of AR. Firstly, they
should be spatially very different. Secondly, they should be locally optimal. This
implies that on perturbing the route, we should not be getting a more optimal path.
Thirdly, these routes should have bounded cost variation. These conditions constrain
the AR and are expressed as Σ∗ ∈ Σχ. Thus the final optimization problem of finding
m alternate routes is expressed as

find : σi = (x(t), u(t)) ∀i = 1 · · ·m
minimize : J(x(t), u(x, t), tf )
constraints : ẋ = f(x(t), u(x, t), t)

x(0) = x0, x(tf ) ∈ XLZ

g(x(t), u(t), tf ) ≤ 0
σi ∈ Σχ

This constrained optimization problem scales in complexity with every additional
route required and a proper solution to the problem becomes very difficult. On the
other hand, trying something very naive like picking initial guesses and checking if
they are asymptotically optimal will very rarely result in a good set of AR. Thus an
approach is required to adapt a nominal optimization problem to seamlessly solve the
AR optimization problem.

3 Previous Work

3.1 Alternate Routes in a Grid Planning Scenario

Scherer et al. [3] adapted Abraham et al. [2] approach in a grid planning scenario as
shown in Algorithm 1. Their algorithm computed a bi-directional A* cost grid and
sampled vertices with a quasi-random sequence to ensure spatial separability. Having
a bi-directional graph representation made the process of evaluating bounded variation
and local optimality simple. While this approach is effective, it limits the application
of AR in a discrete graph representation. In addition, the method, like all discrete
planning approaches, is optimal to a certain resolution and is not efficient for problems
with many dimensions.
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Algorithm 1 (P = PlanInitialGuess(G, x0, c)
Input: G = a discrete set of valid motions in D, x0 = initial state, c = cost function
Output: Qc = {Pc,0, · · · , Pc,m} is the set of command initial command trajectories.

1 v0 ← Node(x0), d ←dir(x0) , Q ← ∅
2 (gf , vf ) ← astar({v0, d},node(Mc))
3 (gb, vb) ← astar(node(Mc),{v0, d})

4 (B0) ← createPath(vb, gf )
5 Q ← Bo

6 if B0 �= ∅ ∧ J(B0) �= ∞ then

7 g ← gf + gb
8 c ← 0, i ← 0
9 while |Q| < ndesiredpaths do

10 v ←samplePoint(c++)
11 if g(v) ≥ J(B0) ∧ g(v) ≤ αJ(B0) then

12 Bi ← createPath(gf , v)
�

reversechop(createPath(gb, v))
13 if Bi ∩Q < γ

�
Bi < (1 + �) |B0| then

14 if locallyOptimal((B)i) then
15 i++
16 Q� = Q

�
Bi

17 Q� = Bc∪ ∈ state(Bi)
18 end if

19 end if

20 end if

21 end while

22 end if

3.2 Rapidly Exploring Random Graph

Karaman et al. [4] introduced a family of sampling based algorithms which had asymp-
totic optimality guarantees. One of these algorithms is RRG (Rapidly Exploring Ran-
dom Graphs). It is an incremental algorithm building a connected roadmap as shown in
Algorithm 2. Although a roadmap which has guarantees to contain the optimal answer
is a very useful tool to adapt for AR, it is not very economical to maintain. In addition,
most of the graph structure isn’t useful as the search is focussed around near optimal
paths.

3.3 Proof of Asymptotic Optimality of RRG

We refer to Karaman et al. [4] for the proof of asymptotic optimality of RRG. For
brevity we only provide the outlines as it forms an useful guide for the proofs in the
later sections. The asymptotic optimality of RRG is proved by the following steps
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Algorithm 2 G = RRG((V,E), N)
Input: V = vertices, E = edges, N=number of iterations
Output: G is the tree returned

1 for i = 1, . . . , N do

2 xrand ←Sample

3 Xnear ←Near(V, xrand, rnear)
4 for xnear ∈ Xnear do

5 σ ←Steer(xrand, xnear)
6 if CollisionFree(σ) then

7 E ← E ∪ {(xrand,xnear)}∪ {(xnear,xrand)}
8 return G = (V,E)

1. Prove that RRG almost surely can connect to any point as n → ∞.

Let Cn denote event that for any point x ∈ Xfree, the graph returned by RRG has
vertex v such that �x− v� < η. The following Lemma is then proved

∞�

i=1

P ((∩n
i=[θ3n]Ci)

c) < ∞

where θ3 is a positive fraction (0 < θ3 < 1). This shows that the summation of
the failure probability of RRG is bounded. Thus as n increases, RRG almost always is
able to connect to a new point. This proof establishes the reachability of the RRG.

2. Construct a sequence of paths {σn}n∈N

To arrive at the proof, a sequence of fictional paths are constructed that satisfy the
following properties:

• The path σn has δn clearance (every point on the path is at least δn distance from
an obstacle), such that δn → 0 as n → ∞, δn > 0 for n ∈ N .

• σn converges to σ∗ as n → ∞.

3. Construct a sequence of balls for each path

For the path σn construct a sequence of balls Bn = {Bn,1, Bn,2, · · · , Bn,Mn} where
each ball has a radius qn such that these balls cover the path. The parameters of this
sequence of balls are so chosen that 2 points from consecutive balls will always have a
collision free edge joining them. Let xm and xm+1 be chosen from consecutive balls
Bn,m and Bn,m+1 respectively. Then

• xm and xm+1 have distance no more than connection radius rn. This implies
they are always within each others near neighbour radius.

• Straight line joining them is in free space.
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4. As n → ∞, every ball has at least 1 vertex with probability 1.

An is the event that every ball in Bn has 1 vertex. It is proved

∞�

n=1

P (Ac
n) < ∞

which means that the event that a ball in Bn does not have a vertex almost never
happens as n → ∞ by Borel Cantelli Lemma (Grimmett et al.[5]).

5. RRG in the limit converges to the optimal path.

Let the closest path to σn contained in the RRG be σ�
n. Then the following is proved

P ({limn→∞ �σn − σ�
n� = 0}) = 1

Thus σ�
n converges to σn and σ∗ as n → ∞.

Thus it is proved that RRG contains the asymptotically optimal solution.

3.4 Optimal Rapidly Exploring Random Trees

The RRT* is obtained by modifying the RRG to remove redundant edges, i.e. edges
which aren’t part of the shortest path in the tree are removed. This results in a tree
where every vertex is connected to one parent such that it is reached from the root by
incurring minimum cost. The algorithm derives from the RRG as shown in Algorithm
3, 4 and 5. The theme behind RRT* is choosing the best parent when a new vertex is
added followed by rewiring the tree to see if the new vertex can be a better parent to
any of its neighbours. To make the computations tractable the radius of near neighbour
is decayed to guarantee asymptotic optimality.

For asymptotic optimality, the following has to be true

rn = γ

�
log

n

�(1/d)

γRRT∗ � 2(1− 1/d)

where d is the dimension of the space. The asymptotic optimality of RRT* can
be separately proved, or can more easily be observed from the proof of RRG. Since
the RRG graph contains the optimal solution, that solution will not be removed by the
RRT* when it removes redundant edges. Thus the RRT* will also contain the opti-
mal solution. With light-weight representation, suitable computation speed and good
quality solutions, we chose the RRT* algorithm as a good candidate for our approach.

4 RRT*-AR

To solve the optimization problem presented in Section 2, the RRT* algorithm must
be able to generate AR in real time. We will see later on that this requires a more
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Algorithm 3 G = RRT*((V,E), N)
Input: V = vertices, E = edges, N=number of iterations
Output: G is the tree returned

for i = 1, . . . , N do

xrand ←Sample

Xnear ←Near(V, xrand, rnear)
(xmin,σmin) ←ChooseParent(Xnear, xrand)
if CollisionFree(σmin) then

V ← V ∪ {xrand}
E ← E ∪ {(xmin,xrand)}
(V,E) ←Rewire((V,E), Xnear, xrand)

return G = (V,E)

Algorithm 4 (xmin,σmin) = ChooseParent(Xnear, xrand)
Input: Xnear = set of near vertices, xrand = a sampled point
Output: xmin = parent resulting in lowest cost, σmin = trajectory from parent

cmin ← ∞ , xmin ←NULL , σmin ←NULL

for xnear ∈ Xnear do

σ ←Steer(xnear, xrand)
if Cost(xnear)+Cost(σ) < cmin then

cmin ←Cost(xnear)+Cost(σ)
xmin ← xnear , σmin ← σ

return (xmin,σmin)

Algorithm 5 G = Rewire((V,E), Xnear, xrand)
Input: V = vertices, E = edges, Xnear = set of near vertices, xrand = a sampled point
Output: G is the tree returned

for xnear ∈ Xnear do

σ ←Steer(xrand, xnear)
if Cost(xrand)+Cost(σ) < Cost(xnear) then

if CollisionFree(σ) then

xparent ←Parent(xnear)
E ← E \ {xparent,xnear}
E ← E ∪ {xrand,xnear}

return G = (V,E)
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Algorithm 6 (
�∗) = GetAlternateRoutes(Vleaf )

Input: Vleaf = sorted list of leaf vertices
Output: Σ∗ = set of AR

1

�∗ ←NULL, Tset ← {}
2 for xleaf ∈ Vleaf do

3 σ ←TrajectoryFromRoot(xleaf )
4 if T = {} then

5 T ← {σ}, Σ ← {σ} , clb = Cost(σ)
6 else

7 if Cost(σ) ≤ � ∗ clb
8 nncount ← 0

9 if �xnn − xtraj� < dnn
10 nncount ← nncount+ 1
11 for xtraj ∈ σ do

12 xnn =Nearest(T, xtraj)
13 if �xnn − xtraj� < dnn
14 nncount ← nncount+ 1
15 if nncount < γ
16 T ← T ∪ {σ}, Σ ← Σ ∪ {σ}
17 return (xmin,σmin)

exploratory nature and speed than what RRT* has. We thus propose a way to partially
trade off exploitation and precision in exchange for exploration and speed. We call this
the RRT*-Accelerated Alternate Routes with Replanning (RRT*-AR).

4.1 Alternate Routes in a Continuous Sense

We first introduce an algorithm for generating alternate routes in a continuous repre-
sentation. As shown in Algorithm 6, this is achieved by cycling through leaf vertices
of the RRT* sorted by increasing cost from root. In other words we start with the most
optimal solution and look at increasingly sub-optimal ones. This process continues till
the bounded variation clause is no longer valid. Each solution is composed of vertices
having a parent with the lowest cost from root within a ball of certain radius (RRT*
property) , thus ensuring local optimality. The spatial separation constraint is slightly
non-trivial to ensure. In our representation, a route is a connected set of dense way-
points. We enter the waypoints of every accepted route in a kd-tree. Whenever a new
trajectory has to be evaluated, the nearest neighbours to each waypoint along the tra-
jectory is looked up and if the distance is less than a threshold, the waypoint is labelled
as shared. If the ratio of waypoints being shared is more than the tolerance, then the
route is rejected.
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Algorithm 7 (xmin,σmin) = ChooseParentAlternate(Xnear, xrand, rnear, clb)
Input: Xnear = set of near vertices, xrand = a sampled point, rnear = radius of near
neighbours, clb = lower bound cost
Output: xmin = parent resulting in lowest cost, σmin = trajectory from parent

1 cmin ← ∞ , xmin ←NULL , σmin ←NULL

2 for xnear ∈ Xnear do

3 σ ←Steer(xnear, xrand), deq ←min(Deq, ρrnear)
4 c ←Cost(xnear)+Cost(σ)
5 if ∃xeq s.t �xeq − xrand� < deq and xnear =Parent(xeq) then

6 c ← c+ �clb
7 if c < cmin then

8 cmin ←c
9 xmin ← xnear , σmin ← σ

10 return (xmin,σmin)

Algorithm 8 G = RewireAlternate((V,E), Xnear, xrand, rnear, clb)
Input: V = vertices, E = edges, Xnear = set of near vertices, xrand = a sampled point,
rnear = radius of near neighbours, clb = lower bound cost
Output: G is the tree returned

1 for xnear ∈ Xnear do

2 σ ←Steer(xrand, xnear), deq ←min(Deq, ρrnear)
3 c ←Cost(xrand)+Cost(σ)
4 if ∃xeq s.t �xeq − xnear� < deq and xrand =Parent(xeq) then

5 c ← c+ �clb
6 if c < Cost(xnear) then

7 if CollisionFree(σ) then

8 xparent ←Parent(xnear)
9 E ← E \ {xparent,xnear}

10 E ← E ∪ {xrand,xnear}
11 return G = (V,E)

4.2 Equivalence Class

When the RRT* samples a point, it tends to join it with its best parent. This implies
points nearby to each other would all have the same parent. This exploitation property
tends to create dense trees, with the density being centered around the optimal path.
For alternate routes to exist, nearby vertices should consider alternate parents which
have similar cost to the best possible parent. For example, in a 2D case, this allows the
tree to have a segment in every homotopy. One such way would be, if the best parent to
a vertex already has children nearby, the second best parent gets a chance. We formally
try to capture this in Algorithm 7 and 8.

9



Figure 2: Presence of a sibling vertex (xchild) in the equivalence class (shaded area of
radius deq) penalizes xparent for contesting to be parent of xsample

We first define an equivalence class of vertices which are within deq distance of
each other. Formally, samples x1 and x2 are said to belong to the same equivalence
class if �x1 − x2� < deq . With the assumption of a continuous cost function, vertices
belonging to an equivalence class have a bounded variation in the cost it takes to reach
them from the root. Given two equivalent vertices v1 and v2, it is likely that both will
have the same parent vp1 and in that case the existence of both these vertices will be
redundant. However, when v2 is being created, if we add a phantom cost to the edge
joining vp1 and v2, we allow for v2 to search for another parent. This phantom cost
then corresponds to how much of exploration we allow for discovery of other routes.
If xparent is the parent of x1 then it is penalized by a phantom cost εclb (the maximum
cost variation allowed among alternate routes) while being evaluated as a parent of
x2. This is shown in Fig 2 where a penalization is applied due to equivalence class
presence.

The intuition behind this approach is that the RRT* tree looks a lot more like a
graph, without carrying the burden of a graph like representation. This algorithm is
asymptotically optimal, by including the term ρ and ensuring:

10



γRRT∗AR ≥ 2

(1− ρ)
((1 +

1

d
)(
µ(Xfree)

ζd
))

1
d , ρ < 1

where ρ is the ratio of deq to the radius of near neighbours rn, d is the dimension
of the space,Xfree is the volume of free space and ζd is the volume of an unit d-
dimensional ball.

Note that as n → ∞, the size of the equivalence class will get smaller and smaller,
reverting back to the exploiting RRT*. Although this is what we desire since we want to
asymptotically arrive at the optimal answer, we don’t want the exploration to be undone
by rewiring. So periodically, a “latching operation” is performed. In this operation, a
set of AR is computed and the relevant vertices are prevented from being rewired.
These vertices can still be parents of newly sampled points, but they themselves will
not be rewired to a new parent. This lasts for one latching cycle. At the end of the
cycle, the AR is recomputed, the new AR is latched and the process continues. This
ensures that no AR is actually lost, thus guaranteeing that better AR will be found
with increasing time. Since only a handful of vertices are locked from rewiring, the
guarantees of the algorithm are not affected.

4.3 Proof of Asymptotic Optimality with Equivalence Class Con-

straint

Algorithm 7 and 8 do not change any of the steps for the RRG proof except the follow-
ing two:

1. Conditions when 2 consecutive balls will be connected

In the case of normal RRG, two covering balls covering are connected if each ball
contains at least one vertex. As shown in Figure 3(a), even if two points lie inside
consecutive balls, it does not necessarily mean that they will be connected. We thus try
to get the connectedness property by having a tighter restriction.

Let the centre of the covering ball be denoted as σn(τm) where σn(τ) is the path
which has to be covered in the nth iteration and τm is the point along the path where
the mth circle lies. Let the radius for the nth iteration be qn and the equivalent distance
as defined before to be deq . Let us define an interior region Vint,n,m such that:

Vint,m = {V, �V − σn(τm)� < (qn − deq)}

As shown in Figure 3(b), any vertex, v belonging to the interior region of a ball is
at least deq distance from the edge of the ball. Thus it cannot have any equivalence
class that extends outside of the ball. As a result, another vertex lying outside of the
ball cannot impose any penalization on the parent of v.

Lets assume that Bn,m and Bn,m+1 , two consecutive covering circles, is not
connected by an edge. Then the existence of vertices vm ∈ Vint,n,m and vm+1 ∈
Vint,n,m+1 implies the following:

∃edge(vm, vm+1)

11



(a)

(b)

Figure 3: (a) Two consecutive balls Bn,m and Bn.m+1 might not be connected despite
having a vertex in each, xm and xm+1 (b) Two consecutive balls are always connected
if vertices vm and vm+1 is present in interior region Vint,n,m and Vint,n,m+1, because
any point outside the ball cannot be in their equivalence class.
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This connection is made because the penalization criterion is not applicable given
the conditions. Thus existence of vm and vm+1 ensures that Bn,m and Bn,m+1 is
connected. This implies that as long as both vertices are in the interior region, the
consecutive balls are connected. This is a tighter requirement than the original RRG,
which required a vertex to lie within a ball for connection.

2. Conditions for interior region of every ball having at least 1 vertex with proba-

bility 1 as n → ∞

Given the new constraint that a vertex has to lie within the interior region, we re-
formulate the constraints on γ, the constant factor in the Near neighbour radius, for
asymptotic optimality. This can be intuitively thought of as follows: the interior re-
gions are smaller balls within the covering ball Bn. The new constraint implies that the
ball must be shrunk by a certain factor, consequently implying γ must be inflated by a
certain factor to compensate for this. We will mathematically establish this.

Thus the number of balls, Bn,m covering a path σn is:

Mn = |Bn| ≤ PathLength

Spacing
≤ sn

θ1qn
≤ (1 + θ1)sn

θ1δn

≤ (2 + θ1)sn
θ1γ

�
n

log n

� 1
d

where sn is the path length, qn is the radius of the covering ball, δn is the clear-

ance of the path from obstacles (such that qn =
δn

1 + θ1
for θ1 > 0 ensuring that the

ball doesn’t enter obstacle space), and δn =
(1 + θ1)rn
(2 + θ1)

ensuring that line joining tow

consecutive circle is obstacle free (proved in [4]), rn is the radius of near neighbour

lookup (where rn = γ

�
log n

n

� 1
d

is defined as per the RRT* definition).

The equivalent radius deq is defined as

deq = ρqn

Let the radius of the interior region of a ball be vn. Then vn by definition is

vn = qn − deq = qn(1− ρ) =
rn(1− ρ)

2 + θ1

The volume of interior region Vint,n,m is:

µ(Vint,n,m) = ξdqdn

= ξd

�
γ(1− ρ)

2 + θ1

�d log n

n

where ξd is the volume of an unit d-dimensional ball.
Now the probability that one interior region does not have any samples is:
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P (Ac
n,m| ∩n

i=[θ3n] Ci)

≤
�
1− µ(Vint,n,m)

µ(Xfree)

�n−[θ3n]

=

�
1− µ(Vint,n,m)

µ(Xfree)

�(1−θ3)n

=

�
1− ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d log n

n

�n−[θ3n]

≤ e
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

log n

≤ n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

where the fourth inequality follows from (1− 1

f(n)
)g(n) ≤ e

g(n)/f(n).

Probability that at least one interior region does not have a vertex is:

P (Ac
n| ∩n

i=[θ3n] Ci)

≤ P (∪Mn
m=1A

c
n,m| ∩n

i=[θ3n] Ci)

≤
Mn�

m=1

P (Ac
n,m| ∩n

i=[θ3n] Ci)

= MnP (Ac
n,m| ∩n

i=[θ3n] Ci)

≤ (2 + θ1)sn
θ1γ

�
n

log n

� 1
d

n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

Hence the following condition is true:

∞�

n=1

P (Ac
n|| ∩n

i=[θ3n] Ci) < ∞

whenever

(1− θ3)ξd
µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

− 1

d
> 1

or
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γRRT∗AR≥
(2 + θ1)(1 +

1
d )

1/d

(1− ρ)

�
µ(Xfree)

(1− θ3)ξd

�(1/d)

≥ 2

(1− ρ)

�
µ(Xfree)(1 +

1
d )

ξd

�(1/d)

Hence the algorithm is still optimal.
This restriction of γRRT∗AR indicates a tradeoff relation. The more exploration

we allow, i.e. the more ρ is increased, the larger the near neighbour radius has to
be to assure asymptotic optimality. This displays the classic inverse relation between
exploration and exploitation.

4.4 Cost Approximation

The RRT* provides a way to trade off precision in cost for a boost in speed. The
extreme example of this would be how the RRT (Rapidly Exploring Random Tree)
algorithm (LaValle et al. [1]) operates by picking the nearest neighbour as parent while
the RRT* does a more principled evaluation over all Near neighbours. The tradeoff in
this case is performance with speed. In our application however, the initial iterations
are spent looking for a fast suboptimal solution. This is done by approximating the cost
function of a trajectory in the evaluation procedure to find the best parent as shown in
Algorithms 9 and 10.

Let τ be a trajectory and c(τ) be its cost. Let a fast approximation of this cost be
ĉ(τ). Let us assume the following:

ĉ(τ) = c(τ) + �

where � ∈ R. In other words, the approximation can either overshoot or undershoot.
Now let us consider the situation that the sampled point is xnew and the contesting

parents are x1 andx2 with cost from root c(x1) and c(x2). The cost of the trajectories
are c(τ1) and c(τ2). Thus x1 is the preferred parent if:

c(x1) + c(τ1) < c(x2) + c(τ2)

If approximation is used for the cost evaluation process then the following has to
be true:

c(x1) + ĉ(τ1) < c(x2) + ĉ(τ2)

c(x1) + c(τ1) < c(x2) + c(τ2) + �2 − �1

If �1 and �2 is so chosen that the above is no longer true, then approximation leads
to misranking. This is very much possible as the approximation error may not have
anything to do with the original cost. We will prove that even in such cases, asymptotic
guarantees can be salvaged as long as we can rationalize about the rate of the error and
ensure that it decreases in the limit. In other words, we approximate less and less as
n → ∞.
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Algorithm 9 (xmin,σmin) = ChooseParentApprox(Xnear, xrand, clb)
Input: Xnear = set of near vertices, xrand = a sampled point, clb = lower bound cost
Output: xmin = parent resulting in lowest cost, σmin = trajectory from parent

1 pSet ← {} , xmin ←NULL , σmin ←NULL

2 for xnear ∈ Xnear do

3 ceval ←SteerCostApproxOptim(xnear, xrand)+Cost(xnear)
4 if ceval < (1 + �)clb then

5 pSet ← pSet ∪ {ceval, xnear}
6 pSet ←sort(pSet)
7 for xparent ∈ pSet do

8 σ ←Steer(xparent, xrand)
9 if CollisionFree(σ) then

10 cmin ←Cost(xnear)+Cost(σ)
11 xmin ← xnear , σmin ← σ
12 break

13 return (xmin,σmin)

Algorithm 10 G = RewireApproximate((V,E), Xnear, xrand, clb)
Input: V = vertices, E = edges, Xnear = set of near vertices, xrand = a sampled point,
clb = lower bound cost
Output: G is the tree returned

1 for xnear ∈ Xnear do

2 ceval ←SteerCostApproxPessim(xrand, xnear)+Cost(xrand)
3 if ceval < (1 + �)clb and ceval <Cost(xnear)then

4 σ ←Steer(xrand, xnear)
5 if Cost(xrand)+Cost(σ) < Cost(xnear) then

6 if CollisionFree(σ) then

7 xparent ←Parent(xnear)
8 E ← E \ {xparent,xnear}
9 E ← E ∪ {xrand,xnear}

10 return G = (V,E)

The reasons for optimistic and pessimistic cost arises from the principle of branch
and bound and rewiring respectively. During the extension process, the absolute mag-
nitude of the cost is not very relevant as is the relative magnitude to determine the best
parent. However, it is required to guess an upper bound above which we no longer con-
sider a parent worth extending from. Let ĉoptim(τ) = c(τ)−�, � > 0 which means that
an optimistic cost is always below that of the true cost. Then the optimistic cost from
root of a new vertex for parent x1 is ĉoptim(τ) + c(x1). If this is more than an upper
bound, ĉoptim(τ) + c(x1) > cupper, then c(τ) + c(x1) > cupper + �. This implies that
optimistic approximation should be used to ensure only when the true cost is definitely
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above upper bound do we discard the extension.
The pessimistic case is much more critical in terms of the value of the cost. Let

ĉpessim(τ) = c(τ) + �, then rewiring is done by vertex x1 only if:

c(x1) + ĉpessim(τ) < c(xnear)

c(x1) + c(τ) < c(xnear)− �

This makes sure that approximation does not let an existing correct connection be
undone. The probability of error in ranking, p(n), has to be bounded for asymptotic
optimality:

p(n) < n−(1+1/d), ∀ n ≥ M

4.5 Proof of Asymptotic Optimality for Cost Approximation

We will focus on the probabilities affected by the misranking error introduced by cost
approximation to prove that the algorithm is asymptotically optimal.

Conditions for every ball having at least 1 vertex with probability 1 as n → ∞

Let the probability of misranking be p(n). A edge which is misranked will not be
connected in RRT*-AR even though it might actually be the optimal parent to child
connection. To simplify the proof for asymptotic optimality, we make the following
restrictive assumption: when an edge is misranked, the corresponding parent vertex
does not play a role as a constituent vertex in the final optimal path. This assumption is
the worst case scenario for misranking, i.e, the rewiring step in the future does not undo
the misranking. To say that with probability p(n) an edge plays no role as a constituent
in the optimal path, is thus to say with probability p(n) a sample vertex will not be of
any use.

The probability that at least one interior region does not have a “useful” vertex is
the sum of two components. First, the probability that vertices lie outside the ball.
Second, p(n) multiplied with the probability of a vertex lying inside the ball.

P (Ac
n,m| ∩n

i=[θ3n] Ci) =

≤ n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

+ p(n)P (An,m| ∩n
i=[θ3n] Ci)

≤ n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

+ p(n)

Thus probability that atleast one ball will not have an useful vertex is
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P (Ac
n| ∩n

i=[θ3n] Ci)

≤ P (∪Mn
m=1A

c
n,m| ∩n

i=[θ3n] Ci)

≤
Mn�

m=1

P (Ac
n,m| ∩n

i=[θ3n] Ci)

= MnP (Ac
n,m| ∩n

i=[θ3n] Ci)

≤ (2 + θ1)sn
θ1γ

�
n

log n

� 1
d



n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

+ p(n)





≤ (2 + θ1)sn
θ1γ

�
n

log n

� 1
d

n
− (1− θ3)ξd

µ(Xfree)

�
γ(1− ρ)

2 + θ1

�d

+
(2 + θ1)sn

θ1γ

�
n

log n

� 1
d

p(n)

The first term is finite as proved for Equivalence Classes. The second term is finite

if p(n) < nK(n) such that the term evaluates to (2+θ1)sn
θ1γ

�
n

logn

� 1
d
nK(n) which is

finite if K(n) + 1
d < −1 or K(n) < −(1 + 1

d ). Thus

p(n) < n
−
�
1 +

1

d

�

∀n > M

where M is a large integer. This emphasizes that the misranking has to decay with
increasing n, eventually reaching zero. This indicates that even though for the sake of
speedup, approximations can be more loose initially, they have to get tighter eventually.
This is typical to any approach where after rapid exploration of the search space, the
approximation comes closer to the true cost to now exploit the search space.

4.6 Examples of Cost Approximation

To illustrate briefly how one might use this, we take the example of Grid Obstacle Cost
as defined over a limited incremental distance transform in Scherer et al.[6] which is as
follows:

cobst(τ) = K
N�

i=1

max(0, d2max−d2(τ(i)))

The computation of this cost is shown in Fig 4.
This cost is often one of the most expensive to compute because it scales with

length of the trajectory and with increasing resolution ∆. This is a cost function where
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Figure 4: Summing over the squared distance to compute Grid Obstacle Cost

approximation is both required and also risky. One method of approximation is sub-
sampling the trajectory. Instead of doing a full ray trace over every cell, to skip a
number of cells. If this skipping distance is too large, then an obstacle might come
dangerously close to a trajectory but not be considered during cost evaluation.

4.6.1 Optimistic Cost

The optimistic cost is simply evaluated as the summation over the subsampled points.
Let the skip distance be dskip. Then the maximum no of cells skipped will be L =
dskip

∆ . Note that ∆ < dskip < dmax. Also when the trajectory is small, the skipping
can be reduced, i.e. dskip < |τ |

S . Thus the optimistic cost is:

ĉoptim(τ) = K

N
L�

i=1

max(0, d2max−d2(τ(i)))

This is illustrated in Fig 5(a).

4.6.2 Pessimistic Cost

The pessimistic cost assumes a quick worst case approximation by taking the projection
of the obstacle on the line to find the shortest distance. This is cheap to evaluate (as
simple dot product between the trajectory and the obstacle direction) as shown in Fig
5(b).

ĉpessim(τ) = K �

N
L�

i=1

max(0, d2max−d2(τ(i)) cos2 θ) + bias(dskip)
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(a)

(b)

Figure 5: (a)Optimistic cost evaluation by subsampling(b)Pessimistic cost evaluation
by taking closest approach distance

The bias is put in place to ensure that the pessimistic cost is mathematically always
more than the original cost.

4.6.3 Conditions for Asymptotic Optimality

As n → ∞, the maximum extension length, τmax reduces. This is because the maxi-
mum extension length is within the near neighbour radius, |τmax|n = rn. For a given
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n, dskip = ∆, i.e. the approximation becomes the true cost. The number of segments
then becomes:

S =
|τmax|n
dskip

S =
rn
∆

Thus p(n) is 0 for n > M when:

rM = S∆

γ

�
logM

M

� 1
d

= S∆

logM

M
=

�
S∆

γ

� 1
d

Solving this equation numerically results in the value of M .

4.7 Directed Near Neighbour Lookup

Systems which have reachability constraints, Σfront being the set of configurations it
can reach and Σback being the set of configurations that can reach it, the symmetrical
Near lookup has limitations. This heightens in the case of Σfront(x)∩Σback(x) = {x}.
This is primarily because a Near neighbour lookup is symmetrical where clearly in this
case its a poor choice to serve the purpose of both forward and backward constraints.
Thus RRT*-AR breaks this symmetry by looking at situations when two lookups would
help capture the non symmetrical case than just the one lookup as shown in Algorithm
11.

This comes at the price of twice the effort during lookup, hence this speedup is
true for cases where the reachability region is constricted. The proof of asymptotic
optimality is very straightforward. If Bn,m and Bn,m+1 are connected then B�

n,m ⊇
Bn,m and B�

n,m+1 ⊇ Bn,m+1 are also connected.

4.8 Example Scenario of Unsymmetric Lookup

4.8.1 Lookup that Guarantees Better Convergence

To show the concept of this unsymmetrical lookup, we consider the case of a system
which has a backward reachability constraint as shown in Fig 6 (and similar forward
reachability constraint which is not discussed here for simplicity). The objective is to
find a smaller lookup such that:

(x�, r�) ←
�

argmin
xc∈Rm,rc∈R

r | Ball(xc, rc) ∩ Σback(x)

⊇ Ball(x, r) ∩ Σback(x)

�
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Algorithm 11 G = ConstrainedRRT*((V,E), N)
Input: V = vertices, E = edges, N=number of iterations
Output: G is the tree returned

1 for i = 1, . . . , N do

2 xrand ←Sample

3 (xp, rp) ←
�

argmin
x∈Rm,r∈R

r | Ball(x, r) ∩ Σback(xrand)

⊇ Ball(xrand, rnear) ∩ Σback(xrand)

�

4 Xnearp ←Near(V, xp, rp)
5 (xmin,σmin) ←ChooseParent(Xnearp, xrand)
6 if CollisionFree(σmin) then

7 V ← V ∪ {xrand}
8 E ← E ∪ {(xmin,xrand)}

9 (xc, rc) ←
�

argmin
x∈Rm,r∈R

r | Ball(x, r) ∩ Σfront(xrand)

⊇ Ball(xrand, rnear) ∩ Σfront(xrand)

�

10 Xnearc ←Near(V, xc, rc)
12 (V,E) ←Rewire((V,E), Xnearc, xrand)
13 return G = (V,E)

Figure 6: A smaller look up to find best set of parent vertices will result in a smaller
sphere, r�, shifted offcentre to x�.
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(a)

(b)

Figure 7: (a)Optimal circle when constraint very narrow (θ < π
2 ) (b)Optimal circle

when constraint more relaxed (θ > π
2 )
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Now we can apply symmetry around the x-axis and assume that the circle will lie
on the x-axis. So the problem becomes determining the radius r� and the distance from
origin d.

If the constraints are restrictive as shown in Fig 7(a), then:

r�2 + r�2 − r2

2r�2
= cos (π − θ)

r�2 + r�2 − r2

2r�2
= − cos θ

r�2 + r�2 − r2 = −2r�2 cos θ

2r�2(1 + cos θ) = r2

4r�2 cos2
θ

2
= r2

r� =
r

2 cos θ
2

since r, r� > 0 and θ < π. Also,

d = r�

while

r cos
θ

2
> r�

cos
θ

2
>

1

2 cos
θ

2

2 cos2
θ

2
− 1 > 0

cos θ > 0

θ <
π

2

if θ >
π

2
then it becomes the case as shown in Fig 7(b), and thus:

r = r sin
θ

2
and

d = r cos
θ

2

Thus, with these choices, the vertices that the original scenario considered will
be included in this case in addition to new vertices. This ensures guaranteed better
convergence.
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Figure 8: The lookup is chosen to access the same amount of vertices, have the same
volume of intersection with Σback

4.8.2 Lookup that has same Computation Time

While having guaranteed better performance is a very safe approach, it often slows
down the algorithm more than required. For cases where we perform the double lookup
for more speed, another approach can be taken. As shown in Fig 8, the same volume
of reachability set can be considered, i.e. the same number of candidate vertices. This
gives a similar performance but with vastly improved speed.

If area of intersection is to be equal:

A =
1

2
r2θ

The area of the new sphere is:

A = πr�2

so

πr�2 =
1

2
r2θ

r� =
r�
2π

θ

This radius is far smaller than other cases, indicating a large boost in performance.
Since the whole ball should be utilized:
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d =
r�

sin
θ

2

If a(r, r�, d) is the area of the intersection of the two circles, then the percentage of
useful area is:

χ =
a(r, r�, d)
1

2
r2θ

For asymptotical optimality, the useful area can be used as was done for the case of
equivalence class:

γ >
2

χ





µ

�
1 +

1

d

�

ξd





d

This method is more applicable for γ which is far above the minimal required for
asymptotic optimality. In such cases while satisfying the optimality properties, the
speedup gained can be manyfold.

4.9 Reusing the Search Tree

A major problem in planning online is that due to various reasons such as controller lag,
system latency and dynamic sensor data, the initial plan is no longer valid after some
time. Usually systems overcome this by creating fresh plans every planning cycle and
rebuilding the tree from scratch. Even though this is often the simplest solution and a
much more straight forward way to deal with new sensor data, there is the risk of not
always being able to arrive at a solution. On the other hand if the effort in creating
the tree and evaluating the cost of trajectories is somehow retained across iterations,
it provides a more constant result. Thus we implement this idea by finding a way to
“latch” onto an existent tree as shown in Algorithm 12.

In the first step, the cost of all vertex from root is made invalid (-1), even though
the cost from their parents is retained. Next, the current state of the vehicle is taken and
a set of near vertices from the tree is obtained. This near vertices have to be sorted by
their depth in the existing tree. The current state is now rewired to the tree. Since all
vertices have cost from root as -1 before rewiring and the current state has no parent,
after rewiring it becomes the root of the valid tree. By depth sorting the near vertices,
the current state attempts to rewire by giving vertices with lower depth more priority.
This is because on rewiring to these vertices first, their subtrees are also made valid,
making the rewiring process efficient. The most common example of reusing a tree
would be that the current state would rewire to most of the children of the previous
root. This would result in most of the tree remaining static, while vertices near the root
would change parents. The next step involves executing the RRT* in the usual way and
returning the new tree.
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Algorithm 12 G = ReuseRRT*((V,E), N, xcurrent)
Input: V = vertices, E = edges, N = number of iterations, xcurrent=current position
Output: G is the tree returned

1 for xvertex ∈ V do

2 Cost(xvertex) ← −1
3 Xnear ←NearDepthSorted(V, xcurrent, rnear)
4 (V,E) ←Rewire((V,E), Xnear, xcurrent)
5 (Vnew, Enew) ←RRT*(V,E,N)
6 V ← V ∪ Vnew

7 E ← E ∪ Enew

8 return G = (V,E)

5 Results

We apply the RRT*-AR algorithm in the domain of landing a helicopter autonomously
after engine failure. This planning problem deals with a system with complex nonlinear
differential constraints, partially known environments, multiple goal locations and a
pilot in loop making decisions. Thus the hard real time constraints of the problem, the
need for several options for the pilot, the safety boost obtained by having backup plans
make RRT*-AR a suitable candidate for this problem.

5.1 Test Setup

To test the planner in a realistic setting we setup an experiment in simulation with a
UH-60L Black Hawk experiencing failures at different locations over the mountains of
San Juan National Forest, Colorado (37◦ 40’ 28.00”,-107◦ 34’ 4.5264”) at an average
height of 4600m ASL. Grid obstacle cost in this case was purely derived from the
digital elevation map. Fig 9 shows a typical glide planning scenario over a land which
has 2 minimas in landing cost. The planners were given the time period of entry glide
state, i.e. 5 seconds.

5.2 Alternate Routes Performance

RRT* converges to having 2 routes, 1 going to each of the peaks. RRT*-AR comes
up with 6 routes (the total number asked for) which include the solutions arrived at
by RRT*. These solutions are interesting because they are placed on either side of
mountain peaks, have different amounts of LZ visibility and curvature and thus provide
a comprehensive set to the pilot. The results in Table 1, for 791 runs of 5s each with
AR parameters (� = 4, γ = 0.7, dnn = 500, deq = 500, ρ = 0.2) show that RRT*
comes up with a much higher number of routes (2.82 times) while having an allowable
best cost variation (18%). The RRT* shows the typical aggressively optimal nature
with AR having high failure rates and large jumps in cost. RRT-AR* has a smoother
distribution of costs and success rates.
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(a) (b)

Figure 9: AR for an engine failure over the mountains. (a) RRT* comes up with
2 routes - each going to a maximal feasible LZ (b) RRT*-AR coming with 6 routes
including the routes of RRT* - each path having its own merit.

Table 1: Comparison between RRT* and RRT*-AR
RRT* RRT*-AR

Cost (std) Success Cost (std) Success
Best 1.0(±0.0) 100% 1.18(±0.25) 100%
Path1 1.89(±1.21) 87.36% 1.51(±0.47) 99.75%
Path2 2.98(±1.96) 57.3% 2.07(±1.07) 95.95%
Path3 3.05(±0.97) 15.42% 2.92(±1.77) 85.71%
Path4 3.65(±1.39) 4.05% 3.77(±2.25) 66.12%
Path5 3.87(±0.65) 1.14% 4.51(±2.83) 43.74%

Table 2: Cost comparisons between RRT* and after speedups
Cost Cost Time to

τ = 0.6s τ = 1.0s cost = 1.1
RRT* 1.97(±1.28) 1.60(±0.86) 4.40(±1.28)

Approx 1.65(±1.03) 1.37(±0.61) 2.62(±1.07)
Constrained 1.63(±0.84) 1.38(±0.57) 2.89(±0.77)

5.3 Acceleration Performance

The acceleration due to both improvements, for 3318 runs till 1000 vertex additions,
shown in Table 2 show the Approximation and Constraint based approaches achieve
similar rates of cost reduction (15.4% and 17.3%). Figure 5.3 and Fig10 shows that
the key performance enhancement is because RRT*-AR produces an acceptable path
(0.29s and 0.40s) faster than RRT* (0.54s), and maintains a similar rate of cost reduc-
tion initially. As per definition, both approaches slow down with increasing vertices
and approach the original RRT*.
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Figure 10: Accelerated planner costs decay rapidly in the beginning indicating fast
exploration of search space.
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Figure 11: Accelerated planner variance decays more rapidly as they are able to quickly
arrive at a solution close to optimal.
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Figure 12: Cost of paths remain very close to optimal costs when reusing the tree
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5.4 Reusing the Tree

The reuse of trees made the system more reliable as shown in Fig 11 after 450 runs.
It quickly converts most paths to near optimal while re-planning afresh would take
several iterations till arriving at the right answer. The histogram’s decay shape shows
how effective a method is, which in case of reusing is exponential at the origin while
for planning afresh is more flat and slow. A video of demonstration of the system can
be found in http://www.frc.ri.cmu.edu/~sanjibac/el.avi

6 Conclusions

We presented an algorithm RRT*-AR for generating alternate routes in real-time. The
algorithm was proved to be asymptotically optimal while having enough variation to
produce spatially interesting routes. The simulation results presented demonstrate the
ability of RRT*-AR to return 2.8 times the expected number of alternate routes as does
RRT*. The acceleration with expected speedups of 67%, are proven to be effective in
delivering these routes in real time.

In future work, we intend to explore the benefits alternate routes gives towards
system robustness. For example, routes can be computed ahead of time at regions of
high risk. On the more mathematical side, we intend to explore the guarantees they can
provide for finding an optimal route after having an optimization as a post-processor.
Lastly, we also seek to expand the definition of alternate routes to arrive at trajectories
which are specifically suitable for the case of unmapped obstacles. Such routes will
have more variation within the radius of the sensor range.
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